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1 Executive Summary
The Data Lake and the Data Scientist – Although it’s still a relatively young

Data lakes make it easy
concept, the data lake has already been adopted by many organizations. Its
for data scientists to
primary role is to store raw structured and unstructured data in one central
analyze data.
place, making it easy for data scientists and other investigative and
exploratory users to analyze data. Without a data lake these users waste
lots of time on hunting for all the data before they can begin with their actual work: analytics. In short, the
data lake is supposed to shorten the data selection process that precedes the analytical work.
However, the original data lake’s architecture has two severe drawbacks. One relates to the physical
nature of the data lake and the other to the restricted usage of the data lake investment – it’s designed
exclusively for data scientists.

The Physical Nature of the Original Data Lake – Data lakes are seen as
centralized data repositories. Data needed by data scientists is physically
copied to one storage environment. This makes a lot of sense for them,
because they will have only one entry point to all the data. It’s like one‐
shop stopping for them to get to the right data. But such an approach is not
always feasible for all the data:







The centralized data
repository approach for
data lakes is not always
feasible.

Big data can be “too big” to copy to a central environment.
Uncooperative departments (due to company politics) may restrict the copying of data.
Restricting data privacy and protection regulations can prohibit the copying of data.
Data stored in highly secure systems may not leave those systems.
Indispensable metadata describing the data may be missing after data has been copied.
Some data needs to be refreshed periodically.

These reasons represent some severe practical disadvantages and limitations that are weakening the
potential benefits of and, conceivably, even killing a data lake project prematurely.

The Importance of Multi-Purpose Data Lakes – Originally, data lakes contain

Most data lakes are
large quantities of data to be analyzed by data scientists to deliver new
single‐purpose systems.
valuable business insights. Data scientists form the only scheduled user
group of the data lake, making data lakes single‐purpose systems. Data
contained in the data lake is too valuable to restrict its use exclusively to data scientists who form a
relatively small group of users. The investment in a data lake would be more worthwhile if the target
audience can be enlarged without hindering the original users.

The investment in such a single‐purpose data lake is and the data residing
Potentially, multi‐
in it are too valuable for data scientists only. Multi‐purpose data lakes are
purpose
data lakes have
data delivery environments developed to support a broad range of users,
a higher business value.
from traditional self‐service BI users (working for e.g. finance, marketing,
human resource, transport) to sophisticated data scientists. Multi‐purpose
data lakes allow a broader and deeper use of the data lake investment without minimizing the potential
value for data science and without making it an inflexible environment. Potentially, multi‐purpose data
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lakes have a higher business value. The key technology for developing multi‐purpose data lake is formed
by data virtualization servers, such as the Denodo Platform.

The Whitepaper – This whitepaper describes the architecture of the original data lake, it explains the
practical restrictions of copying all data in one central data storage environment, it lists the potential
alternative use cases of data lakes, and introduces the multi‐purpose data lake. A more practical data lake
architecture is proposed, called the logical, multi‐purpose data lake, which is more flexible, does not have
the problems of centralized data storage, and supports a wide range of business users. This architecture
leans heavily on data virtualization technology, such as Denodo’s Platform.

2 The Original Data Lake
Data Scientists at Work – The story of the data lake starts with the data scientists. A data scientist applies
different forms of analytics on data to identify e.g. trends, forecasts, patterns, clusters, and associations
that can lead to new business insights. Finding these trends and patterns in data is not just a mere matter
of switching on an analytical tool and pointing it to a dataset and automatically new business insights pop
up. Before the actual analytical work can start, data scientists have to go through a number of steps,
together called data preparation; see Figure 1.
Figure 1 The steps making up the
data science process. The first six
steps form the data preparation
phase.

The Six Steps Making Up Data Preparation – Short descriptions of the six data preparation steps:







Defining goals: What type of model is the data scientist trying to create? Must it be a model to
predict the customer churning risk, or the influence of increasing interest rates on sales?
Data selection: Which data sources are probably needed to create the perfect model?
Data understanding: What do all the data elements of the selected data sources mean – what are
their definitions?
Data enrichment: Must the data be enriched with derived data, such as average values, total
values, or other pre‐calculated values?
Data cleansing: Which values cannot be used because of their low data quality?
Data coding: How should values be transformed to increase the chance on a proper model?
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The Data lake to the Rescue – The data selection step can be time consuming, especially if data has to come
from many different internal and external data sources. Data selection is not just a mere matter of
copying data from the right data sources. For example, data scientists have to find out in which source
systems the required data is stored. If two sources contain comparable data, they have to decide which
one is most trustworthy. For some data sources, they need permission to use that data and to get a copy.
Data may have to be anonymized. Special applications may have to be developed to extract the requested
data from the source. Data scientists may they have to organize that a copy of the data is created for
them. And they need to organize and manage a storage location for their data.
The data lake was invented to help shortening the data selection step. It’s a
data storage environment where all the data required by the data scientists
is stored. So, instead of having to hunt for all the data they need, it’s all
available in the data lake. Instead of having to go to a separate store for
every item someone has to buy, it’s now one‐stop shopping. This shortens
data selection considerably and makes it easier for them to work with the
data.

One‐stop shopping for
data reduces the time
data scientists have to
spend on data selection.

In a way, the data lake has a comparable function to a data warehouse or data mart. They’re all developed
to deliver data to specific user groups in the right form and shape and at the right time. But they all do it
differently and for different forms of data usage.

The Definition of the Data Lake – The characteristics of the data lake are described in its definitions. One of
the first popular definitions of data lake came from James Serra1: “A data lake is a storage repository […]
that holds a vast amount of raw data in its native format until it is needed.” An architecture based on this
definition is presented in Figure 2.
Figure 2 The high‐level
architecture of a data lake. EL
stands for Extract‐Load and ET
for Extract‐Transform.

1

J. Serra, What is a Data Lake?, April 2015; see http://www.jamesserra.com/archive/2015/04/what‐is‐a‐data‐lake
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Essential is that data is copied from multiple sources in their raw form and
Data is stored in its raw
native format. Raw means that data is cleansed nor transformed, it’s really
form and native format
the original data. This is different for the data warehouse in which stored
In the data lake.
data is cleansed, transformed, standardized, integrated, and so on. Native
format means that the data is not “squeezed” into a SQL table form. If the
original data is available in a spreadsheet, it’s stored as a spreadsheet in the data lake, and if it’s in a
comma‐separated‐value file format, it remains like that in the data lake. Again, this is also different for a
data warehouse in which data is commonly fitted and transformed to be stored in SQL tables.
The letters “E”, “T”, and “L” in Figure 2 refer to the letters of the well‐known acronym ETL (Extract,
Transform, and Load). Because the data is copied in its raw form and native format, there is no “T”, hence
the letters “EL”. This implies that users (on the right hand side of Figure 2) interested in analyzing the data
in the data lake, have to develop the “E” and the “T”.

The Data Lake Is For Data Scientists Only – Serra also states in his article: “It’s
a great place for investigating, exploring, experimenting, and refining data,
in addition to archiving data.” This implies that the data lake is not
developed for more traditional business users and traditional forms of
reporting or simple analytics. That’s what the data warehouse is for.

The data lake data is for
data scientists only.

To summarize, the data lake is to the data scientist what a massive toy store is to a kid! Because through
the data lake they have easy and quick access to all the data they require, plus it shortens the data
selection process allowing them to start with analytics earlier.

3 Restrictions of the Centralized Data Storage Approach of Data Lakes
Most definitions of a data lake are based on two concepts: (1) a data lake must be a centralized data
storage repository and (2) data science is the only form of data usage. Both ideas are arguable. This
section deals with the centralized data storage concept and Section 4 with restricted data usage.
Having all the required data stored together in one location makes it easy for data scientists, but is it
practical and feasible? Practical complications exist why development of such a centralized data storage
containing copied data may be hard, impossible, or not permitted:


Complex “T”: All ETL programmers would claim that they spend most of their time on developing
the “T” and not so much on the “E” or the “L”. Because the data stored in the data lake is still in its
raw form, data scientists still have to spend time on developing the “T”. The “T” corresponds to
the steps of the data preparation phase.



Big data too big to move: In some environments the sheer amount of data coming from the data
sources can be too much to send and too much to physically copy. Bandwidth and data ingestion
limitations can make it impossible to copy a big data source to the data lake.



Uncooperative departments: Not all business departments and divisions may be anxious to share
their data with a centralized environment. This can lead to the upholding of their data.
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Restricting data privacy and protection regulations: More and more laws, rules, and regulations
prohibit the storage of specific types of data together. Sometimes data is not allowed to leave a
country, or regulations for data privacy and protection regulations may forbid certain types of
data to be stored centrally in a data lake.



Data stored in highly secure system: Some source systems have a highly secure system to protect
against incorrect and fraudulent data usage. Owners may not permit their data to be copied
outside the original security realm and into the less secure data lake.



Missing metadata: Not all source data comes with descriptive metadata, making it hard for data
scientists to understand what specific data elements mean. A misinterpretation may lead to
incorrect business insights.



Refreshing of data lake: Sophisticated refresh procedures exist to keep data in data warehouses
as up to date as the users require. Will data scientists need their data to be refreshed as well?
Some data probably does not need to be refreshed and for some data science exercises it’s not
essential, but in some cases periodic refreshing must be organized.



Management of data lake: The data lake is a data delivery system and as such it must be
managed. When data scientists need access to the data, it must be available.

To summarize, the idea of one central data storage environment is
appealing, but not always practical and feasible. Maybe a data lake with a
different architecture, in which the emphasis on storage of copied data is
lessened, may be more useful. But must this be a physical data storage
environment, or do data scientists need a system that gives them access to
the data they need? This question is answered in Section 7. First, the
second concept is described: restricted data usage.

One central data
storage environment is
appealing, but not
always practical and
feasible.

4 New Use Cases for Data Lakes
As indicated in Section 2 and which is clear from almost every definition of data lake, the original use case
for a data lake is data science. Most data lakes are therefore set up to support this and only this use case.
Several organizations have shown that the investment made in data lakes can be used for other use cases
as well.

Logitech – Switzerland‐based Logitech is a multi‐brand company that delivers hardware products for
music, gaming, video, and computing. Their new data delivery architecture supports a wide range of data
usage, ranging from traditional business reporting to descriptive and diagnostic analytics. The core of this
architecture is formed by a hybrid data storage environment. Data can be stored in its original form and
native format using Hadoop and NoSQL technology, and data can be stored in a processed form in SQL‐
based systems. The first part of this system resembles a data lake and the second a data warehouse. The
Denodo data virtualization server sits on top of both and presents all the data as one integrated database.
Users don’t (have to) know where and how data is stored. Through the Denodo data virtualization server
the architecture supports different languages and tools for data access, including Tableau, Pentaho BA,
OBIEE, Cubes, and web services.
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Conclusion, the new architecture allows not only data scientists to access the data, but a much larger
group of users. Still, it’s one integrated system in which the data warehouse and data lake are seamlessly
integrated.

The Central Bureau of Statistics (CBS) – The CBS in The Netherlands is redefining their data architecture. This
new architecture is developed to support data scientists plus other types of users. CBS’ key product is
results of analytical exercises. They supply these results to commercial and non‐commercial organizations.
Some of their customers receive their results periodically in the form of simple files, whereas others want
to do life analytics on the data CBS’s data. Previously, the results they delivered was based on data they
produced themselves. In the new architecture this is extended with external data sources. They are going
from big data to massive data. Therefore, they will deploy typical data lake technology, such as Hadoop.
CBS has decided not to develop separate data delivery systems for the different forms of data usage and
different data sources, but one integrated system. This system will be based on the Denodo data
virtualization server and will allow data lake data to be accessed by non‐data scientists. In fact, many
forms of data usage will be supported on every type of data.

Vizient – Texas‐based Vizient is a health‐care performance improvement

Other user groups
company. They have identified a scale of different forms of data usage. On
besides data scientists
one end of the scale they have reporting, operational, and analytics users,
can benefit from data
and on the other end they have data scientists. Vizient uses Denodo to
lakes.
connect to the different information stores (including Hadoop, Oracle, and
Microsoft SQL Server), extract the relevant data, and present the data in a
consistent and unified format that the company’s stakeholders can rely on. Vizient unifies disparate
accounting and finance data marts across various legacy data platforms as well as data lakes into a logical,
multi‐purpose data lake. The company integrates “Member Spend” and “Supplier Sales” data from all
Vizient organizations to identify opportunities for increasing contract utilization.
All three organizations show examples of how other user groups and forms of data usage can benefit from
accessing data stored in a data lake.

5 The Multi-Purpose Data Lake
Siloed Data Delivery Systems – The data lake is not the only system that delivers data to specific business
users. For example, the data warehouse and data marketplace are data
delivery systems as well. Organizations have to watch out for a siloed data
Organization have to
delivery landscape where each data usage form has its own data delivery
watch out for siloed
system; for example, a data lake silo for the data scientists, a data
data delivery landscape.
warehouse silo for more traditional reporting, and a data marketplace silo
for self‐service BI users. Each silo will have its own storage technologies, ETL solutions, metadata
specifications, data management, and data governance aspects. This approach resembles how most of the
current transactional systems have been developed. Data warehouse specialists know how complex it can
be to integrate data from these siloed transactional systems for reporting and analytics.
A siloed approach for data delivery leads to reporting inconsistencies across environments, data
inconsistencies, low productivity because users have to reinvent the wheel over and over again, complex
management, and unnecessary costs. Imagine how difficult it is to guarantee that all these independent
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data delivery systems adhere to all the regulations for data privacy. The siloed data delivery approach is
strongly discouraged.

The Need for a Multi-Purpose Data Lake – Developing, maintaining, and managing a data lake is not for free.
Therefore, if exploitation is limited to one or two use cases, the data lake may be unnecessarily expensive
or the investment is not exploited fully. The organizations mentioned in Section 4 proof that the
exploitation of a data lake can be extended to different forms of data usage, such as operational
reporting, self‐service BI, and embedded BI.
The lesson learned is that the potential of a data lake is much larger than
initially conceived. From the perspective of the data lake, the current data
lake is a single‐purpose data lake – developed exclusively for data scientists
and other investigative users. What is needed is a more unified and all‐
encompassing architecture for data delivery that somehow supplies data to
any business user, from those using the simplest reports to data scientists.
What is needed is a multi‐purpose data lake – developed for a wide range
of data usages.

Multi‐purpose data
lakes are developed to
support a wide range of
business users, not just
data scientists.

The Multi-Purpose Data Lake as Universal Data Delivery System – A multi‐purpose

A multi‐purpose data
data lake can bring together several data delivery systems. Instead of
lake can become an
having to develop, maintain, and manage multiple data delivery systems, a
organization’s
universal
multi‐purpose data lake can act as the foundation for users of, for example,
data delivery system.
traditional data warehouses, marketplaces, and gateways. It can become an
organization’s universal data delivery system. This reduces development
and maintenance costs, accelerates development, improves reporting and analytical consistencies, and
eases data governance and management.

6 From the Raw Data Lake to the Business Data Lake
Not All Data Scientists Are Technically Savvy – Characteristically, data scientists have an abundance of
technical knowhow. They know how to unravel and process data stored in their original formats, for
example, in JSON documents or in files in which data values are separated by comma’s. Their powerful
analytical tools undoubtedly support the features to transform such files to a structure that can be
analyzed. They know how to cleans, transform, and integrate data. But not all data scientists are that
technically savvy. Some of them may not be familiar with these raw native formats and how to process
them, and they’re probably not interested in doing all that technical work. These data scientists still want
to access a data lake. This also applies to other non‐data science users, many of them are not technical
wizards.

The Layered Data Lake – To cater for less technical users, a layered data lake
A data lake can consist
architecture has been proposed; see Figure 3. Instead of having one data
of multiple zones to
storage repository in which all the data is stored, a layered or zoned
support
different user
architecture is proposed. The landing zone contains the raw data, it’s the
groups.
original data lake where all the data is still in its raw form and in its native
format. The second zone, the curated zone, contains copied data from the
landing zone. In the copying process data is slightly processed, cleansed, potentially integrated, and so on.
Copyright © 2018 R20/Consultancy, all rights reserved.
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Next, the data is copied to the production zone where it can be accessed by users. With each zone or layer
the data transformed, cleansed, integrated more and more into a form that is usable by a larger group of
users. It’s like an assembly line where, with each step, the data is transformed more and more into a form
that users require. In this proposed architecture each layer is still a physical data storage layer. Between
each two layers ETL processes extract data, transform it, and store the result in the next layer.
Figure 3 A layered data lake
architecture consisting of three
zones.

Note: Alternative names for these zones or layers are bronze zone and raw tier for the landing zone;
refinery zone, silver zone, and work tier for the curated zone; and lagoon, gold tier, and access tier for the
production zone.

Different Users Accessing Different Layers of the Data Lake – Different user groups use different landing zones;
see Figure 4. Most data scientists will still be using the data in the landing zone. Other user groups use
other zones, depending on their information needs.
Figure 4 Different user groups
accessing different data lake
layers.

Because this architecture is data storage‐oriented, most of the problems described in Section 3 still apply.
In fact, the problems have only become bigger. For example, if a customer must be deleted from the
system, it must be deleted from all the layers. This architecture demands sophisticated governance and
detailed lineage.
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Note: This architecture resembles a classic data warehouse architecture. Practice has shown that such a
multi‐layered physical architecture will be complex to develop, maintain, and manage over time.

7 Building the Logical, Multi-Purpose Data Lake
A New Architecture: the Logical Data Lake – Conclusions so far, (1) the data selection step of the data
preparation phase can be shortened if data scientists are given easy and quick access to all the data they
require, (2) a centralized data storage solution is not practical, (3) the data in a data lake is potentially too
valuable to be used by data scientists only, (4) other user groups with less technical skills that are
interested in using a data lake can be identified, and (5) working with layers of physical data lakes is
complex to manage.
An alternative data lake architecture is one that is more virtual, one that allows data scientists to access
the same data sets they would access with a physical data lake, one that can be used by other user
groups, and one in which layers can be identified. Figure 5 contains a high‐level overview of this
architecture called the logical data lake.
Figure 5 The logical data
lake.

In a logical data lake, business users think all the data is still stored centrally, in one data storage
repository. Nothing could be further from the truth. Some of the data is
With the logical data
copied and stored centrally (the two data sources on the left), some data is
lake copying data and
accessed remotely (the two data sources in the middle), and some are
storing
it centrally is not
cached locally (the two on the right). In the latter case, the sources
the
only
option for
themselves are not accessed by the users, but only by the refresh
making data accessible.
mechanism of the cache engine. Users access the cached virtual tables.
Depending on what’s required, possible, and feasible, one of the three
approaches can be used to make data accessible by data scientists. Where copying data and storing it
centrally is just one of the options in the original data lake architecture, it’s definitely not the only option
in the logical data lake. Note that users don’t see the difference between these three options. This solves
many of the problems described in Section 3.
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Data Virtualization Technology – The core of this new architecture is implemented with a data virtualization
server. Data virtualization servers allow access to all kinds of data sources, ranging from simple files to SQL
databases and to Hadoop clusters. Users are allowed to use any language or API to access the data. All the
different data sources can be accessed through one interface, for example, SQL. In other words, data
vitalization servers hide all the technical complexities of the data sources. Users don’t have to study all the
different APIs and languages, but can use their preferred language to access all the data.

Virtual Tables – The core building block of a data virtualization server is the
virtual table (or view). The definition of a virtual table specifies which
transformation operations must be applied to source data when it’s
retrieved by users. Examples of transformation operations are
aggregations, filters, joins, calculations, and concatenations. Through these
virtual tables, source data can be transformed into whatever the business
users wish.

Virtual tables are used to
specify which
transformation
operations must be
applied to source data.

When users access data through the virtual tables, all the transformation operations are applied to the
source data. For example, if a virtual table contains a filter and aggregation operation, when users access
it, both transformation operations are applied to the data before it is returned to them. In other words,
the operations making up the definition of a virtual table, are applied on demand.

Caching of Virtual Tables – Data virtualization servers offer a sophisticated caching mechanism. Each virtual
table can be cached. This means that the virtual contents of the virtual table is determined and the result
is stored in some data source, such as a SQL database or Hadoop. From then on, queries on the virtual
tables are processed by accessing the cached virtual tables and not the original data sources anymore.
This accelerates query processing because the transformation operations don’t have to be executed
anymore.

The Logical, Multi-Purpose Data Lake – By layering virtual tables, the layers or zones of a data lake can be
mimicked; see Figure 6. The transformation logic applied in the ETL processes is implemented in the
virtual tables. Accessing virtual tables in the production zone is comparable to accessing the physical files
in the zoned, physical data lake. In fact, by allowing different users to access different layers, this
architecture supports many different forms of data usage. The resulting architecture is a logical, multi‐
purpose data lake.

Key Advantages of the Logical, Multi-Purpose Data Lake – The key advantages of this architecture:





To users it looks as if all the data they require for reporting or analytics is centrally stored and can
be combined and processed easily. The fact that some data is stored in a distributed fashion is
hidden from them.
If for technical, performance, bandwidth, security, or legislative reasons data cannot or may not
be copied to a centralized storage environment, it can still be analyzed. Data is not pushed to the
point of analytical processing, but analytical processing is pushed to the point where the data is
stored or produced.
If required, the technical and possibly somewhat Spartan interfaces of the raw data sources can
be made accessible through a simpler interface that fits the business users and/or their analytical
and reporting tools.
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“T” specifications can be implemented by specifying virtual tables without the need for additional
data copies. This allows users to work with more up‐to‐date data than when copies of copies of
copies must be created first.
Business users can share specifications for integration, filtering, aggregation, and so on.

Note that in all three use cases described in Section 4 the data lake was not a pure physical solution, but
partially a virtual one.
Figure 6 Mimicking the
data lake layers through
virtual tables creates a
logical, multi‐purpose data
lake.

Data Security and Data Governance – Additional advantages of this architecture that come from using data
virtualization servers, relate to data security and data governance. By using products such as Denodo
Platform, rules for data security and data governance can be managed centrally.
Data Security: For every virtual table authorization rules can be defined; which users are allowed to
access which virtual tables. These security rules can be defined regardless of the security features of the
underlying data sources. One centralized and integrated data security layer can be defined on all the data
sources together.
Data Governance: Data virtualization servers support extensive data governance features. For example,
lineage and impact analysis capabilities allow business users to see where the data they work with comes
from and how it was transformed and manipulated. This offers the users more transparency and can
increase their trust in the data delivered by the multi‐purpose data lake. In addition, the usage of data can
be monitored in detail; which user is accessing which data and how often.
Another important aspect of data governance is descriptive metadata. The Denodo Platform allows all the
virtual tables and columns to be defined, described, tagged, and categorized. This centralized data catalog
can be searched by users to find the right data for the report they need. Especially for data scientists, who
are not constantly using the same data but have quickly changing data needs, a data catalog can help
them find the right data faster and, therefore, can accelerate the time they require to locate the correct
data.
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8 The Physical, Single-Purpose Data Lake Versus the Logical, Multi-Purpose Data Lake
The Single-Purpose Data Lake – The original proposal for the data lake, a centralized data repository, is a
solution that may work. Allowing data scientists to access all the data they require easily and quickly helps
to shorten the data preparation phase by simplifying the data selection step. However, the original
proposal has the following drawbacks:






A centralized data storage solution is not always practical or feasible; see Section 3.
The data in a data lake is potentially too valuable to be used by data scientists exclusively; it’s a
single‐purpose solution.
Other user groups with less technical skills may be interested in the data stored in a data lake.
Data lakes are a siloed data delivery system operating independently of other data delivery
systems, such as data warehouses and data marketplaces.
Working with multiple physical layers of lakes is complex to manage.

The Multi-Purpose Data Lake – A multi‐purpose data lake does not have the drawbacks a physical, single‐
purpose data lake has. The benefits of a multi‐purpose data lake are:






Some data is physically stored centrally (through copying or caching), and some is accessed
remotely if that’s more practical and feasible.
The data offered by a logical, multi‐purpose data lake can be accessed by any type of business
user with their own preferred language or interface.
The data in the data sources can be transformed to any form that is required by other user groups
with less technical skills.
A logical, multi‐purpose data lake can be the foundation for several data delivery systems,
including the data warehouse and data marketplace. This allows for sharing of many data‐related
specifications and improving productivity and reporting consistency.
Working with logical layers of lakes is easy to manage and maintain.

Advantages of Multi-Purpose Data Lakes – Multi‐purpose data lakes developed with data virtualization servers
offer three main advantages.
1. Reduction of development costs:




Metadata specifications for accessing, transforming, integrating, and cleansing data can be
defined once and reused many times.
Analytical solutions developed by one data scientist can easily be reused by colleagues and other
business users.
Data‐related solutions developed by non‐data scientists can be reused by data scientists.

2. Acceleration of development:



Data scientists don’t need to spend their valuable time on extracting the right data out of the data
sources. The data virtualization server is their entry point to all the data, wherever it resides.
Physically copying data is not mandatory, but optional. Data doesn’t need to be copied to a
physical storage environment to make it available for analytics.
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Business users, including data scientists, don’t have to learn the technical languages and APIs of
the original data sources, but can use the interface they or their tools prefer.

3. Increase report and analytical consistency:




Reusing analytical and data‐related solutions improve the reporting and analytical consistency
increasing the business’ trust in results.
Data can be centrally cataloged by entering definitions, descriptions, tags, and categories. This
allows all users to find the data they need for reporting and analytics quicker.
Access to all the data can be centrally secured.

One Data Delivery System – There is no question about the value of a data
lake to data scientists, but don’t forget that data scientists did not ask for
data lakes or for other centralized data storage repositories. They want to
shorten the data selection process and be able to start with the actual
analytics as soon as possible. The multi‐purpose data lake supplies this
easy data access and, in addition, prohibits the development of siloed data
delivery systems. The multi‐purpose data lake may become the foundation
for all forms of data delivery in an organization.
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